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1 Introduction

Audio melody extraction is a task of automatically obtaining a sequence of
frequency values representing the pitch of the main melodic line from a music
recording [1]. The main melodic line (or predominant melody) is defined as the
melody people would sing or hum if asked to sing along with the recording. The
greatest challenge for melody extraction are polyphonic signals, which are signals
that contain more than one note at the same time, either played by two different
instruments or by an instrument capable of playing two notes simultaneously. In
these kind of signals, the predominant melody might not be played by one single
instrument, but shared among different instruments during the piece. When
the recording contains vocals, this melody is usually the one the voice sings. If
there are no vocals but there is one leading instrument, the melody is also clear.
However, there are other settings that make the task especially difficult, such as
orchestral music, choral music, or piano performances.
The task is divided into two subtasks: (1) voicing detection i.e. determining
whether a frame of audio contains melodic content (voiced) or not (unvoiced),
and (2) pitch estimation i.e. extracting the fundamental frequency (F0) at each
voiced frame.
The remainder of this paper is organized as follows: in Section 2 we discuss some
algorithms that are considered state of the art for melody extraction; then, in
Section 3 we explain the experiments that we did and the results that were
obtained. In Section 4 we introduce a set of improvements that we implemented
to improve the results in orchestral music, and finally, in Section 5, we discuss
the whole experiment and extract some conclusions.

2 State of the Art

According to Salamon et al. [1], there are two main groups of melody extrac-
tion algorithms: those which are based on the salience function and those which
are based on source separation techniques. The algorithms in the first group,
such as the one by Salamon and Gómez [2] or the one by Goto [3], compute
the salience function at each frame in order to see which frequencies have the
highest energy, which are then considered candidates to be the fundamental
frequency. On the other hand, methods based on source separation techniques



try to apply techniques to isolate the melody from the other sources, e.g. the
accompaniment, and then estimate the frequencies that form the melody. Addi-
tionally, there is another group of methods, which has not been widely explored,
in which data-driven approaches are used to estimate the melody. These include
machine learning approaches such as the one by Ellis [4], but up to now, not
many algorithms have been presented, probably due to the lack of data to train
and validate the systems. Currently, a few new methods use neural networks
[5][6], but they depend on the amount of annotated data they have, otherwise,
the systems might overfit.
In this project, we decided to study one salience-based method and one source
separation-based method. The first one is MELODIA, by Salamon and Gómez
[2], which is a salience-based approach to melody extraction. They propose the
use of characteristics of pitch contours - curves that follow the pitch of a melody
over time - to identify the melody in a polyphonic audio file. They first com-
pute the pitch contours and then filter them to obtain the melody in a novel
way: using heuristics based on auditory streaming cues, i.e. time and pitch con-
tinuity and exclusive allocation; they also use the mean salience distribution
and other distributions, not only the absolute values. The final pitch contour
is chosen by trying to get rid of pitch outliers and octave errors (i.e. parallel
contours). The second approach we used belongs to the source separation-based

Fig. 1: Flow diagram articulating the steps in Salamon system, from [2].



group of algorithms. It was developed by Durrieu [7] and it is a method based on
a source/filter model. It assumes that the melody is vocal, and takes advantage
of a source/filter model to extract the pitches. In this method he assumes the
audio signal to be a mixture of the leading melody and an accompaniment (or
musical background):

S = Sm + Sa

where S is the mixture, Sm is the melody, modeled by a source/filter model, and
Sa is the accompaniment. The parameters of the source/filter model - pitched
source + filters resembling the human vocal tract - are estimated using the ex-
pectation maximization (EM) algorithm. The accompaniment is modeled as a
weighted sum of N sources, usually Gaussian-based. This way, he is able to ex-
tract the fundamental frequency, i.e. the pitch of the source from the source/filter
model, at each frame. He assumes that each frame is an independent state, so
that one pitch prediction does not affect the next nor the previous one.

Fig. 2: Diagram of the source separation method by Durrieu, from [7].

3 Experiments

We have done several experiments with both state-of-the-art algorithms using
two different datasets. In this Section we describe both the datasets and the
experiments, as well as the results we obtained. Additionally, in order to check
how the algorithms performed when the audio was degraded, we performed some
robustness analysis that are described in Section 3.4.

3.1 Datasets

For the experiments of the project, we used two datasets: Orchset [8] and Med-
leyDB [9]. Orchset is a dataset of symphonic music that contains 64 orchestral
excerpts, mainly played by a symphonic orchestra, with predominant melody an-
notated manually by several subjects. MedleyDB is a multi-genre dataset with
annotations for different MIR tasks. For audio melody extraction, it contains
pitch annotations, which were done semi-automatically using pYIN [10] and
manual corrections.



3.2 Evaluation

The evaluation of the experiments is performed following the MIREX 1 guidelines
using the mir eval library [11] and using the following metrics (descriptions based
on Bosch et al. [8]):

– Voicing recall rate (VR): percentage of frames labelled as voiced in the
ground truth that are estimated as voiced by the algorithm.

– Voicing false alarm (VFA): percentage of frames labelled as unvoiced in
the ground truth that are mistakenly estimated as voiced by the algorithm.

– Raw pitch accuracy (RPA): percentage of voiced frames in the ground
truth for which the prediction is correct within 1/4 of semitone.

– Raw chroma accuracy (RCA): measure of pitch accuracy in which both
estimated and ground truth pitches are mapped into one octave, ignoring
the octave errors.

– Overall accuracy (OA): percentage of frames that were correctly labelled
both in terms of the voicing and the pitch.

3.3 Original Results

The results obtained using both algorithms in their default configurations are
displayed in tables 1 and 2. The values are divided according to the dataset, and
averaged over all the audio files of each one.
We start by analyzing the results in Orchset: we notice a clear difference between
the two algorithms. MELODIA obtains much lower results due to the fact that
the algorithm is primarily designed with vocal melodies in mind, which typically
are not present in symphonic music. Although the algorithm by Durrieu was
developed for vocal signals, we obtain higher results with this method rather than
MELODIA. This is mainly because the source/filter model can also be extended
to some other instruments, for example where the filter element can be used
to shape the timbre of the sound and the source element is a generic harmonic
signal, with the periodicity corresponding to the fundamental frequency, just as
with the voice.
The best result obtained with MELODIA was 85% of both RPA and RCA in
a passage where a single melody is played by most of the string section. The
source/filter model obtained almost 95% accuracy of both pitch and chroma
with the same excerpt. Also, and as it will be discussed next, there is one case
(an excerpt of a symphony by Beethoven) where we obtain 0% pitch accuracy
but 95% chroma accuracy. After checking the predicted melody, we found that
the whole melody was correct, but in the wrong octave. This is what makes the
chroma accuracy high, and the pitch accuracy 0. With MedleyDB, the results
are generally stronger. As we expected, the results for MELODIA on MedleyDB
are generally better than those with the Orchset, as it achieved over double the
average accuracy than we saw with Orchset. For the source/filter model, we see
a slight improvement in the pitch accuracy, but much lower than in the case

1 http://www.music-ir.org/mirex/wiki/2016:Audio Melody Extraction



RPA RCA OA VR VFA

MELODIA 0.15 0.39 0.18 0.67 0.5

Source/filter model 0.55 0.78 0.52

Table 1: Average results with Orchset dataset.

RPA RCA OA VR VFA

MELODIA 0.5 0.61 0.47 0.84 0.52

Source/filter model 0.62 0.73 0.35

Table 2: Average results with MedleyDB dataset.

of MELODIA. This suggests that this model is more robust when applied to
different music genres, as the MedleyDB contains a wider variety of music.
With MELODIA, the best results with this dataset were obtained with a gospel
excerpt, getting almost 95% pitch accuracy and 97% chroma accuracy. This
gospel fragment consists of a leading voice with accompaniment consisting of
drums, bass and guitar, but the voice is very predominant. With the source/filter
method, the best result is also obtained with the gospel excerpt, although the
accuracies are a slightly higher: almost 96% pitch accuracy and almost 98%
chroma accuracy. The lowest results in both cases are classical or symphonic
music (MedleyDB also contains excerpts of classical music).

3.4 Robustness Tests

Using the Audio Degradation Toolbox [12] for Matlab, we applied three different
degradations and then did the pitch estimation again with both algorithms. The
experiments were performed only in Orchset, due to lack of time. The most
relevant degradation was smartphone playback - applying an impulse response
from a smartphone loudspeaker + adding some pink noise - because instead of
lowering the accuracy, we improved the results: using MELODIA, after applying
the effect, the average RPA increased from 18% to 39% and the RCA from 39%
to 64%. We want to highlight the most significant change in the dataset, which
was an excerpt that had 0% of RPA and after the degradation, we obtained 90%.
For the source/filter model we did not obtain significant changes - around 1-2%
of deviation.

4 Improvements and Contribution

After all the experiments, we found that orchestral music represented a great
opportunity for improvement when using MELODIA for melody extraction, as
this is where we got worse results - due to the difficulties that orchestral music



presents. We identified two approaches that could improve the results of MELO-
DIA in Orchset: pre-processing data and doing an instrument specific parameter
tuning. Details about both approaches are given below.

4.1 Pre-processing Data

During the robustness tests we did in Orchset using the Audio Degradation
Toolbox (see Section 3.4), we found out that there was one degradation effect
that improved both pitch and chroma accuracies - smartphone playback. This
effect is implemented in two steps: (1) an impulse response of a smartphone
speaker is applied to the original audio, and (2) pink noise is added to the
result. In the paper, they explain that in practice, the impulse response works
as a high-pass filter with cutoff frequency around 500 Hz. We decided that one
possible improvement would be applying a high-pass filter to the audio before
extracting the melody using MELODIA.
In order to see if it could really be an improvement, and in order to tune the
cutoff frequency of the filter, we took the audio file that had worse results with
the original implementation and applied a high-pass filter prior to the MELODIA
algorithm itself. We used three different cut-off frequencies - 300 Hz, 500 Hz and
700 Hz. The piece was an excerpt by Brahms where the violins carry the main
melody, the cello section plays a similar thing (lower frequencies) at the same
time, and other wind instruments play both higher and lower notes. With the
original audio file the overall accuracy was 0.1% and the raw pitch accuracy was
0%; after the HPF with 700 Hz as cut-off frequency we got an overall accuracy
of 26% and a raw pitch accuracy of 38%. These results indicate that filtering
the audio might improve the results, and we tried it for all the audio excerpts
in Orchset. The results are displayed in Table 3. The best results are obtained

Cutoff Frequency (Hz) RPA (%) RCA (%) OA (%) VR (%) VFA (%)

300 30 51 31 73 49
500 35 53 36 73 49
700 40 55 40 73 50

Table 3: Average results after high-pass filtering the audio files in Orchset.

with the cut-off frequency of 700 Hz, although we improve the original results
in all the cases (see Table 1 for details on the original results).

4.2 Instrument Specific Parameter Tuning

After observing the results for Melodia on Orchset we found that many of the
instances where RCA was particularly low was when a woodwind instrument
carried the main melody, so from this we hypothesized that taking a different



approach depending on the instrument family that carries the main melody could
provide significant improvements in pitch accuracy and also reduce octave errors.
We highlighted three parameters in particular that we hypothesized may help
to alleviate some of the issues that we observed during our evaluation of the
methods.

1. Harmonic weight: the allowed ratio between consequent harmonics.
2. Magnitude Compression: compression of magnitudes for the salience func-

tion.
3. Peak Distribution Threshold: a threshold to the deviance from the mean

salience allowed for contours.

We selected these parameters as they dealt with the issues that we found di-
rectly. Primarily that woodwind instruments, such as the flute, were exhibiting
multiple octave errors, while brass instruments, such as horns and trumpets,
were experiencing a significantly lower number of octave errors. By experiment-
ing with parameters that deal with the harmonics of the sound and the salience
function, we expected to find that different parameters would better suit these
different instruments. We expected that a greater tolerance for the salience of
melodies would benefit woodwind instruments, while current parameters may
better suit brass instruments, for example.
In order to experiment with these parameters, we designed a number of tests to
determine the best combination of parameters for each instrument group. We
chose a variety of values that deviated from the default parameters, and ob-
served the results for each instrument group individually, making a note of the
changes and observing where improvements were made. Ultimately, we discov-
ered that the following parameter settings delivered the best results with the
Orchset dataset:

Harmonic Weight Magnitude Compression Peak Distribution Threshold

Default 0.8 1 0.9
Strings 0.7 0.25 2
Woodwind 0.5 0.25 2
Brass 0.8 0.5 2

As expected, we found that lower tolerances improved the performance for wood-
wind instruments, and that each instrument benefitted from slightly different
parameter tunings. We found for all instruments that the maximum value for
the Peak Distribution Threshold improved overall accuracy, so to keep this value
consistent across all instrument groups was found to be most effective. These re-
sults can be seen in Table 4. As the results demonstrate, overall accuracy has
improved dramatically, increasing from 18% to 44%. Interestingly, after tuning
parameters specific to each instrument group, the three instruments are achiev-
ing similar results, with both pitch and chroma accuracy within a 7% range of
each other, which is lower than the 11% range seen without any tuning. We have
also noticed that while the voicing recall has increased significantly to 94%, the



RPA (%) RCA (%) OA (%) VR (%) VFA (%)

Original parameters 16 40 18 67 50
Brass 24 47 26 67 44
Strings 14 36 17 68 56
Woodwind 13 42 15 67 37

Tuned parameters 46 65 44 94 85
Brass 49 65 47 91 78
Strings 47 64 45 95 87
Woodwind 42 67 41 96 85

Table 4: Results after parameter tuning by instrument family.

voicing false alarm is also now very high at 85%, suggesting that a very high per-
centage of frames (almost all) are being labelled as voiced. This would suggest
that this parameter tuning, particularly lowering the tolerance for peaks in the
salience function, has seen voicing detection deteriorate. However, despite this
overall accuracy is dramatically improved, so we would view this as a worthwhile
cost to improving the overall accuracy of the approach.

4.3 Hybrid Approach

After seeing significant improvements from our two hypothesized improvements,
we proceeded to experiment with a hybrid approach that both pre-processed the
audio by filtering, and applying the parameters specific to the leading instru-
ment family. After experimenting with parameters specific to each instrument,
we decided to also test this approach on the high-pass filter, to see if different
cut off frequencies were better suited to different instrument families. As demon-

RPA (%) RCA (%) OA (%) VR (%) VFA (%)

Original 16 40 18 67 50
700 Hz HPF 40 55 40 73 50
Parameter tuned 46 65 44 94 85
Hybrid 39 63 37 96 91

Table 5: Comparison of results with adjustments to the original approach.

strated in Table 5, we found that applying both a 700Hz high pass filter and
the instrument specific tuned parameters, we found that overall accuracy in fact
decreased, noting that combining these approaches without any modifications is
detrimental to performance. In order to combat this, we experimented by varying
the cutoff frequency of the high pass filter, while applying our tuned parameters,
to see if we could improve performance at a different cutoff frequency. As with



our previous parameters, we considered the results in respect to the instrument
groups, to see if any further improvements could be made specific to the instru-
ment leading the melody.
Our results showed that for Woodwind and String instruments, a high pass fil-
ter does not improve performance when the parameters have been tuned as has
been described above. We believe this is due to the reduced Harmonic Weight
parameter, which allows weaker ratios between harmonics. As the high pass fil-
ter may be cutting off the fundamental frequency, this tuned parameter may be
encouraging the algorithm to select different melodic lines and decreasing the
overall accuracy.
We did find, however, that a filter at 500Hz improved overall accuracy for Brass
instruments, suggesting that by removing low frequencies, the algorithm can bet-
ter highlight the notes coming from brass instruments to form the melody. The
final results, as can be seen in Table 6 , demonstrate that by combining these
parameters in this manner, we have improved all metrics, apart from VFA, when
compared with the original parameters without any pre-processing.

RPA (%) RCA (%) OA (%) VR (%) VFA (%)

Original 16 40 18 67 50
Hybrid 47 65 45 94 86

+202% +64% +148% +40% +71%

Table 6: Final results achieved.

5 Discussion and Conclusions

In this paper we presented improvements to the MELODIA algorithm for melody
extraction from polyphonic audio signals, with a specific focus on orchestral and
symphonic music and reducing the number of octave errors that this approach
produces. We found that by segmenting prospective signals by the lead instru-
ment family, we could improve accuracy by tailoring the algorithm parameters
to each instrument. We also found that high pass filtering had a positive effect
overall on accuracy as well, and after experimenting with a number of cutoff fre-
quencies found that a high pass filter with a cutoff frequency of 700 Hz improves
accuracy significantly. We did find, however, that a combination of these two
approaches is detrimental to performance when compared to results with each
approach separately, and ultimately the best results came when both approaches
were experimented with simultaneously. When testing with the Orchset dataset,
we found that overall accuracy improved 148% with our new approach, and oc-
tave errors also decreased significantly although we did see detrimental effects
in terms of voicing metrics, with voicing false alarm increasing somewhat.
While these results are encouraging, they also need to be caveated by the fact



that the dataset for Orchset is relatively small, with only 64 excerpts, which sug-
gests our approach could be prone to overfitting. In addition to this, instrument
family classification was performed manually for the purposes of this experiment,
which is both time consuming and impractical for applications of the approach.
We would propose that future work with a larger dataset of annotated orchestral
music, as well as work on an automatic classifier for the leading instrument fam-
ily could both improve the robustness of the approach and validate our existing
results on a limited dataset.
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